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Company Overview


The company I was given the opportunity to serve my internship with during the summer was SAIC, or Scientific Applications International Corporation.  SAIC is an extremely large, multi-national, employee owned company.   The types of business that SAIC is involved with is greatly diversified, ranging from scientific and medical research, engineering, and IT.  Company ownership means that employees are encouraged to bring new business ideas to the company at any time, and are given credit and ownership of those ideas.  SAIC's internal employee model is very capitalistic in it's approach.


The Anchorage branch of SAIC is mainly concerned with IT contracts.  The largest contract that they have is with Alyeska Pipeline Corporation, but they also handle many other smaller businesses within Alaska.  SAIC has teams located at both a home office in downtown Anchorage and at the Alyeska building.

Project Overview


The main project I worked on during my summer internship at SAIC was to compile and organize documentation for the integrated parts of Alyeska Pipeline's intranet applications.  Alyeska uses many different types of applications for employee information distribution, project control, data retrieval, and training.  Most of the main application are web-based, but there are exceptions.  Over the years, Alyeska has added on to their list of applications to fulfill certain needs, many times by different application development companies.   For example, RCI, or Regulation Compliance Information, was created to assist Alyeska in controlling there compliance to state and federal land management regulations and to allow employees an easy way to find out how to fulfill regulation requirements for a given situation.  TAPSDoc, an on line document repository, was built as a central data retrieval location for company documents.  Many other applications exist to serve unique purposes in the company.


All of the applications within the Alyeska intranet have to have their data integrated together, so that changing a piece of data in one place would propagate to all other applications that relied on the same data.  Since all of the applications were built separately and by different companies,  several different integration methods were used.  The main integration methods are listed as follows:

· Web Services

· Microsoft BizTalk Server technology

· Oracle stored procedure hooks


Not only were various integration methods used for different applications, but their design varied between methods as well, drastically in some cases.  Also, the design documentation for each application integration was either old, wrong, or non-existent.  This chaos within the integration hub was a serious point of risk for SAIC, as the lack of knowledge about data flow within the Alyeska network made it difficult or impossible to track down problems.


I was tasked with the responsibility of analyzing the entire range of intranet applications at their points of integration.  The ultimate goals of the project were the following:

· Map the flow of data from initial trigger to final destination

· Determine application data dependencies

· Inventory of all components, interfaces, and documents used for each application integration

· Step-by-step data recovery plan for each application

· Scripted automation of of data recovery for BizTalk servers

Planning Process   

Learning the Technology


Planning an effective strategy to document the large and complex systems in Alyeska's network relied on having a very good grasp of the technologies used to integrate applications together.  Web Services were used in a few of the integrations, which is relatively simple to understand.  Remote procedure calls are made over the network to a Web Service ready application using specially formatted xml documents.  I was already fairly familiar with Web Services, so no education was needed.  The technology used on a much larger scale was Microsoft BizTalk.  Before the documentation planning process began, I spent about a week learning about how BizTalk worked.


Basically, Microsoft BizTalk works using a publish-subscribe model.  When an application makes changes to data that has to be distributed, the application publishes the data to BizTalk in an xml format specified by a schema.  The publishing process can be started by a scheduling system within the BizTalk Server or by the application itself.  After the data is in the BizTalk hub it is put through a series of business logic transformation, then sent to a distribution list.  Any application that needs access to the data subscribes to the distribution list.


Business logic and data transformation within BizTalk are handled using special flow diagrams called orchestrations.  An orchestration looks a lot like a uml activity diagram.  Using orchestrations, the business logic that data must be put through between applications can be described graphically, making it much easier to make changes and design.  After an orchestration is created, it is compiled into a special BizTalk format and is referred to as an XLANG schedule.   The compiled XLANG schedule is a proprietary form of xls document, which specifies xml document transformations.  The xlang schedules are the items that can be periodically scheduled to run by the Biz Talk server.


Data transformations themselves are handled by putting xml data through special conduits called channels.  A channel can include a map which transforms one type of xml document into another.  Channels are used extensively to provide the correct data to specific applications.

Brainstorm Sessions


The next phase of the planning process was a series of brainstorming sessions between my mentor Derek and I.  Derek began by giving me an idea of what his goals were for the project.    We then tried to logically break down how each of the applications was layed out to find patterns that existed between them.  The dialog between us was very open-ended.  We basically started with a blank slate and bounced ideas back and forth until we both agreed on the solution.

Analysis and Design

Design of Data Flow Diagrams


The first phase of the project was deciding on a format for the graphical data flow diagrams.  As my mentor and I analyzed the system it became apparent that a layered organization naturally existed within the system.  For most of the applications, the trigger for a data synchronization process was either a physical application interface, such as a submit button, or a database initiated process.  Many of the applications used the notion of a “shadow table”.  A shadow table was a database table which was strictly used for holding data update information.  A polling system within the BizTalk system would continually poll the shadow table for new updates, then pull the updated data into the BizTalk hub.   We decided to label all of the entrance points to the synchronization process as “interfaces”.  This was our first layer.


Reusable components were used at many places within the integrated application suite, such as a database service COM component.  The polling mechanism itself, controlled by the BizTalk server, was a COM component.  We wanted to logically separate all of the components within the data flow diagram, so we decided to place a “components” layer the next level down from “interfaces”.


Next, for the majority of the applications, the data would enter the BizTalk hub as a “published” document.  The next five layers of the diagrams were logically separated BizTalk components.  The first layer were queues and file directories.  These were places where data could be placed as an initial storage location before being processed by BizTalk.  The microsoft queues are especially useful, as they guarantee data integrity even in the event of a system crash.  The  second layer were “receive functions”.  Receive functions are BizTalk constructs that pull data from either file directories or queues.  The third layer were “channels”.  BizTalk channels are places that xml data can be passed through during the synchronization process in order to be transformed to a different type.  Channels can specify specific document types that are allowed to enter a channel, or allow any type through.  Transformation description files called Maps can be added to a channel to turn one xml data type into another.  The fourth layer were ports and distribution lists.  BizTalk ports are interfaces to other subsystems or components.  BizTalk may pass off data to a helper component or subsystem, let them do something with the data, then receive it back, continuing processing as before.  Distribution lists are the final resting place of a published document, any application that needs published data simply describes to the distribution list.  The final BizTalk layer was the XLANG schedule.  XLANG schedules are compiled business logic and processes that data can be put through inside the BizTalk hub.


The final layer we came up with was the “Application Interface Component”.  This layer included normal components used to insert data into applications or existing applications APIs.  


So, all of the layers we found, in order, were:

1. Interfaces

2. Interface Components

3. Queues / File Directories

4. Receive Functions

5. Channels

6. Ports / Distribution Lists

7. XLANG Schedules

8. Application Interface Components  


Since a natural layering existed within the existing integrations, we decided on a format that used constructs of the UML standard, to make it more accessible to other developers.  The final format was based on a UML activity diagram, using horizontal swim lanes to represent each layer.  We also decided to place XLANG schedules within their own type of diagram, with closely paralleled a UML state diagram.  

Organizing the Diagrams 


We decided on a consistent way to diagram the data flow within the intranet, now we need a way to tie the documents together and make them easily searchable and upgradable.  We decided that each of the main diagrams would be organized according to individualapplications and by publishings and subscriptions.  At the entrance point to an integration the data flow would be followed until the data either entered a distribution lists or given to an application using a component or built in api.  XLANG schedules were by nature individual entities, so they didn't have to be forced into either the publishing or subscription class.  We created a diagram labeling standard based on this convention.  The format we used was 

<application name>_<pub|sub>_<p|s><diagram #>.


Now, at a place where the data flow needed to enter a different document, a label was placed indicating both document name and a letter identifier uniquely labeling the link.  The identifier was needed because most diagrams contained multiple links.  

The Project Process   


With a format decided on, I began following the flow of data through each application one at a time.  If any documentation existed, I would first spend some time reading it to get a feel for how the application architecture was set up.  The formatting of the documents evolved over time, as new cases within different applications came up.  A lot of this process involved triggering test data changes and following the process using a special document tracker application in Biz Talk.  

Completed Project


The final project deliverable consisted of two bound documentation manuals, one for the application integration diagrams and one for each applications data recovery plans.  


The application integration manual consisted of about 15 pages of instructional and organizational material and over 100 pages of graphically data flow diagrams.  The manual was logically organized according to specific applications and included indexes to find the correct diagrams based on component usage, channels, ports, and data documents. 


The data recovery manual was organized using tabs for each application in the Polyester intranet.  Each application included step by  step instructions for how to reinstall and initialize the program in the event of catastrophic failure.  The instructions included a detailed inventory of every sub system used in each application, such as COM components and slang schedules.


Care was taken to make sure that documentation only needed to be changed in one place if upgrades or modifications took place.  Also, part of the instructional portion of the integration manual contained a series of necessary upgrade steps that someone could follow to update the manual.  I included a dated change log in the manual as well, for finding out whether it was up to date quickly. 

Other Work


I finished the main project a few weeks ahead of schedule, so I was given the opportunity to do some extra scripting.  Over the course of the project I had been able to locate many areas on the biz talk servers that could benefit from automation, so I took the experience and created many helper scripts.  I tied many of the scripts directly into the biz talk API, adding some functionality that wasn't included in the base package.

Conclusion


My internship at SAIC was a very good learning experience.  Many of the subjects I had learned about in software development class made a lot more sense when I started to realize how large and complex many of the applications I worked on were.  Complicated business rules would make an unplanned project of this type a complete nightmare.  Also, when I was analyzing code I spotted many object-oriented design patterns, used in a way that greatly simplified and logically separated the code base.  Many of the techniques used in the architecture were simple and intuitive solutions to problems I have noticed in my own code.  I enjoyed my internship immensely and I consider it an invaluable experience for any future computer science major.

