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Abstract

Techniques from the field of Evolutionary Computation are used to evolve a wide range of aesthetically pleasing images using Multiple Expression Programing (MEP).  A significant piece of software was developed that allows users complete control over the evolutionary process of creating images.  Challenges that are encountered in the design process and the benefits of MEP, are investigated and discussed.

1  Introduction

Natural  phenomena have been a constant source of inspiration for researchers and inventors.  Darwin’s theory of evolution was the original inspiration for the development of Genetic Algorithms (GA).  Evolution can be thought of as optimizing process, in which nature selects certain individuals to live and to die.  Generally, the individuals who are more fit and/or have adapted better to the environment are the ones that live.  Just as in nature, computer programs can use the process of evolution to evolve individuals (or solutions to a problem) and select those individuals which have higher fitness values.  Finess scores are based off an individuals chromosomes (genetic make-up) and the fitness function used in the algorithm.  The hardest step in developing a GA is creating a good fitness function.  


This method of evolve and select has been used successfully to solve a great number of problems in computer science.  Normally GA’s are used to find optimized solutions.  An example would be using a GA to find the shortest route in the Traveling Salesman problem.  The Traveling Salesman problem consists of a set of cities V and a set of weighted routes E connecting the cities. A salesman wants to find the shortest path to visit each city and return to the city from which the salesman began.  Depending on how complicated the graph is, it could take a computer using the brute force method (methodically test every possible path) days, weeks, even hundreds of years to come up with the solution.  Using a GA a solution could be obtained in minutes or hours.  Even though a solution is obtained quickly, it is not guarunteed to be the best possible answer.


Other uses for GA’s have been the development of evolving artificial intelligence  and even the production of art.  The use of GA’s to produce art or evolutionary art, has had very little research conducted on it in the past.  There have been several programs that have been developed that produce evolutionary art.  Some of these are completely automated (the computer decides which image(s) are more fit) while others allow the user to select which image(s) he/she likes (user defined fitness).  The majority of these programs were made in LISP (a function-oriented programming language) and don’t allow the user much control over the evolutionary process (besides picking images).  


The primary difference between evolutionary art and other GA problems is that the fitness of an image is based on something that is very hard to describe.  The attractiveness of images will also differ from person to person.  This poses a potential problem because most GA problems are concerned with optimization and convergence towards a solution.  With evolutionary art the search is more exploratory, diversity and divergence are key factors.  Thus there can never be a strict fitness function for the assessment of images.  It is up to the user to provide a fitness for images.  Nearly all evolutionary art programs have the same interface; images are displayed on the screen in a grid so that the user may view the whole image population at the same time.  With this view the user can select images that he/she find appealing, which are then used to create the next generation.  


Although most evolutionary art programs have a similar interface, the method in which images are represented genetically varies greatly.  In this paper the use of Multiple Expression Programming (MEP) is used to genetically encode images.  There are several features MEP which make it very suitable for the use in evolutionary art.

2  Multiple Expression Programming


Multiple expression programming can be expressed by a directed graph of indexed nodes. The graph has a set of ni inputs that are indexed as nodes 0 to ni-1, a set of nn nodes and a set of no outputs. Each nn node has a number of inputs and a function which computes an output based on the inputs. The genotype of an image is a list of integers that determine the connectivity and functionality of the nodes. These can be mutated and crossed over to create new directed graphs. 
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Figure 1. Examples of graph structure and genetic operations.

An images genotype is fixed in length; however, the graph described by it is not. This is caused by the existence of expressed and unexpressed nodes in the genotype. It is possible for the genotype to contain nodes that are not connected to the output nodes, this causes those nodes to not be expressed in the phenotype, this is called node redundancy. Along with node redundancy there is also functional redundancy and input redundancy. Functional redundancy is where some set of nodes implement a more complex function (or even a function that is already defined) that could be expressed with fewer nodes. Input redundancy is where some of the inputs to the function are not used in the calculation of the nodes output. This redundancy provides MEP with greater neutrality when compared to other methods of image encoding. 

MEP also has optimization benefits with respect to other methods of encoding images.  For instance MEP allows there to be as many outputs as deemed necessary.  This allows one pass through the genotype to generate all output values.  Other schemes generally have to use several genetypes to express multiple outputs.

3  Implementation

3.1  Representation

In genetic algorithms the chromosome representation is key.  It has a large influence on the success of the algorithm and can dictate the search space and the traversal through it.  An image can be thought of as a large grid of pixels.  Each pixel has a X and Y coordinate and three different outputs which correspond to the three color channels (red, green, and blue).  An image represented by a chromosome maps each pixel,  based on its value, to a specific color.  The final color value obtained is based upon the conectivity and functions contained with in the chromosome.  Thus changing the functions or connectivity will change the color values of the pixels, which in turn changes the image.  The chromosome is represented by a integer array with length (n*4)+3, where n is the number of nodes.
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Figure 2. Chramosame representation




The first node is referred to as node 2 so that the 2 inputs, X and Y, can be referenced as 0 and 1 respectively.  The number of nodes a chromosome contains relates directly to the complexity of the image.  Increasing the number of nodes greatly increases the overall search space (total number of possible images); however, it also increases the amount of static or noise (undesirable images) with in that search space.  The amount of time it takes to get to the interesting images may overshadow the advantages of having large chromosomes.  Thus being able to control the size of chromosome is important.


The outputs of the chromosome were chosen to represent red, green, and blue.  The final pixel color is then the combination of these 3 outputs.  A lot of previous evolutionary art programs had a single output it used as an index into a color lookup table.  This method requires a preset or separately determined color mapping table.  It is much simpler to have three outputs, one for each color channel, so that the color of a pixel is determined entirely on program output, instead of output and its color mapping.  By using the RGB color representation, each channel has the same effect on the pixel as the other 3 outputs (each value represents the brightness of that color).  


In MEP every node, except the last 3 pointers, defines inputs and a function.  The functions are limited to having output values between 0 – 255.  To increase flexibility and range of images produced a parameter value was added to each node which may or may not be used by the function itself.  The number of inputs each node uses is determined by what function the node contains.  Some use only a single input others use both.  Each node should always contain 2 inputs, even if it does not use both.  This is for the case when the function changes to something that uses both inputs, instead of just one.


Pointers may only point to nodes that come before the current.  Thus node 2 may only point to the X or Y input values.  Node 3 may point to node 2, X, or Y and so on for all n nodes.  The output pointers at the end of the chromosome are able to point to any node in the chromosome, even the X and Y inputs.  Thus the output of the color channels is really the output of the node it points to (See figure 3).

   Node 1       Node 2        Node 3       Output

1 0 6 53  |   0 2 15 23  | 3 2 14 129  |   3 2 1
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Figure 3. Chromosome representation with corresponding graph.

4.2  Functions


Choosing a function set was a time consuming process but was partially helped by looking at previous evolutionary art programs.  It is important that there are enough functions to be able to create complex images but not to many that it negatively impacts the fitness or amount of static in the images.  Early testing with chromosomes that contained only 1 or 2 nodes showed the effects of what the functions can do.  For instance, adding and subtracting created a color gradient that went from one side of an image to the opposing side.  Some functions such as anything containing logarithmic or exponential operators had to be removed because of the amount of static they produced.  

0: inputOne | inputTwo;

1: parameter & inputOne;

2: inputOne / (1 + )inputTwo + parameter));

3: (inputOne * inputTwo) % 255;

4: (inputOne + inputTwo) % 255;

5: if(inputOne > inputTwo)

 inputOne - inputTwo; 

    else 

inputTwo - inputOne;

6: 255 - inputOne;

7: abs(cos(inputOne) * 255);

8: inputOne;

9: abs(tan(((inputOne % 45) * 3.1415926535897931) / 180) * 255);

10: abs(tan(inputOne) * 255) % 255;

11: sqrt((inputOne - parameter)2+ (inputTwo - parameter) 2);

12: inputOne % (parameter + 1) + (255 - parameter);

13: (inputOne + inputTwo) / 2;

14: if(inputOne > inputTwo)


255 * ((inputTwo + 1) / (inputOne + 1));

     else


255 * ((inputOne + 1) / (inputTwo + 1));

15: abs(sqrt((inputOne - parameter) * (inputOne + parameter) + (inputTwo - parameter) * (inputTwo + parameter)) % 255);

16: if(inputOne > inputTwo)


255 * ((inputTwo + 1) / (inputOne + 1));

      else


255 * ((inputOne + 1) / (inputTwo + 1));


Figure 4.  Complex function set

4.3  Population


The population size is very important because all the images need to be displayed on the screen for the user fairly evaluate them.  If population size is too large the images will have to be shrunk and the user could lose possible details about the image.  Conversely if the population size is too small there may not be enough variation and the user would have to generate new populations over and over.  To alleviate these problems a population size of 16 was chosen and the user is able to view images in a higher resolution.  If for some reason users do not find any of the images satisfactory, they are able to import previously saved chromosomes into the population.

4.4 Genetic Operators


Applying genetic operators (crossover and mutation) to a graph structure is not a simple task and great care has to be taken so as not to destroy the integrity of the chromosome.  Determining which point to mutate is done by randomly choosing a point along the chromosome.  When an arbitrary point is picked it needs to determine what the point represents, whether it is a pointer, function, or parameter.  If a pointer was chosen, it can be mutated to a random value between 0 and n-1, where n is the current node.  Functions when mutated can be a random value from 0 to one less then the maximum number of functions.  The value of a parameter will always mutate to some value between 0 and 255.  


Crossover is not generally used often because of the destructive nature it generally has on the image population..  In general crossover will converge all the images in the population, so that they all look the same.  Because evolutionary art does not have a defined fitness function the process is more exploratory.  Early testing showed that crossover could sometimes result in child images that had the structure of one parent but the colors of the other, as seen in figure 4 below.  This could potentially be used as a tool to achieve a desired image.  It was later found that nodes in the beginning of a chromosome coded for the structure and patterns contained with in the image; while nodes at the end coded for the color of an image.


Crossover points are picked similar to mutation points.  Any point along the parent chromosome can be chosen and everything before this point goes to one child while everything after goes to the other child.  Because node size is user defined, restrictions had to be put into place to prevent the crossover of chromosomes of different length.  To this end, node size is determined at the beginning of a generation and remains constant through out the life of the images.  If the user attempts to import a chromosome of a different length as the rest of the population then an error is shown, and the action is prevented.


The direction of the search and the apparent fitness of individuals is defined by the user.  Because of this, the user needs complete control over the mutation and crossover parameters.  Users are able to control whether mutation and/or crossover is used, the chance of mutation, number of mutations and single-point or multi-point crossovers.
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           Figure 5. Crossover with two parents to produce a child
5 Results


Figure 6 shows some evolved images using chromosomes with 20 nodes and were evolved for 50 generations from a random initial generation.  These images give a good indication of the range of images that are possible in a short amount of time.  In order to test the relative advantage of having a hand picked more complex function set, towards the end of the development a basic function set was implemented.  This set contains simple operators such as +, -, /, *, cos, sin, tan, and logarithmic functions.  The basic set contains many operators that had to be removed from the complex function set, but remain in the basic set for completeness.  The basic function set takes much more time to evolve the images but the range of images that are possible is larger.  As seen in Figure 7 the basic function set images took 3 times as long (150 generations) to achieve a similar level if complexity as the complex function set.
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Figure 6. 50 generations of evolution using the complex function set.
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Figure 7. 150 generations of evolution using the basic function set.

6 Conclusion


Many hurdles had to be over come to reach the final system design as seen in Figure 7.  A major problem, especially in the early development stages, was the speed at which images were calculated was too slow.  Early chromosome representation used strings instead of integers.  The intent was to gain flexibility in the system by using strings, but the time required to calculate a single 150X150 pixel image was 3.2 seconds (on average).  If the program was to display 16 images of size 150X150, the time required to generate all images would have been approximately 1 minute.  This was an unacceptable time to wait.  Further optimization eventually became the coding scheme used in this paper.  The final system has many advantages in that it allows multiple outputs to encode to RGB.  This method also benefits from the highly neutral search possibilities gained from using MEP encoding.
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Figure 8.  Final program






